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Abstract

Bird’s-Eye View (BEV) Perception has received increas-
ing attention in recent years as it provides a concise and
unified spatial representation across views and benefits a
diverse set of downstream driving applications. While the
focus has been placed on discriminative tasks such as BEV
segmentation, the dual generative task of creating street-
view images from a BEV layout has rarely been explored.
The ability to generate realistic street-view images that
align with a given HD map and traffic layout is critical for
visualizing complex traffic scenarios and developing robust
perception models for autonomous driving. In this paper,
we propose BEVGen, a conditional generative model that
synthesizes a set of realistic and spatially consistent sur-
rounding images that match the BEV layout of a traffic sce-
nario. BEVGen incorporates a novel cross-view transfor-
mation and spatial attention design which learn the rela-
tionship between cameras and map views to ensure their
consistency. Our model can accurately render road and
lane lines, as well as generate traffic scenes under differ-
ent weather conditions and times of day. The code will be
made publicly available.

1. Introduction
BEV perception for autonomous driving is a fast-

growing field, with the goal of learning a cross-view repre-
sentation that transforms information between the perspec-
tive and bird’s-eye view. Such representation can be used
in downstream tasks such as path planning and trajectory
forecasting [1, 54]. The recent successes in BEV percep-
tion, whether for monocular images [9,13,14] or multi-view
images [17, 55], mostly focus on the discriminative side of
BEV perception where the inputs are street-view images
and the output is a semantic BEV layout. However, the gen-
erative side of BEV perception, which aims at synthesizing
realistic street-view images from a given BEV semantic lay-
out, is rarely explored. A BEV layout concisely describes
a traffic scenario at the semantic level, therefore generating
its corresponding street-view images can help visualize the

BEV Layout Generated Street-View Images

Figure 1. The proposed BEVGen generates realistic and spa-
tially consistent street-view images from BEV layout. There are
six camera views surrounding the ego vehicle as indicated by the
green rectangle in the BEV layout.

scene in a more real-world setting.
There are many potential applications for the BEV gen-

eration task. For example, we can create synthetic train-
ing data for BEV segmentation models. Whereas most cur-
rent approaches to synthetic training data involve a complex
simulator or 3D reconstructed meshes, it is simpler to adopt
a controllable generative model for diverse image genera-
tion. Another benefit provided by the BEV generation is
the ease of visualizing and editing traffic scenes. In the case
of self-driving vehicles, we often care about a small set of
rare scenarios where an accident is most likely to happen.
Human users can intuitively edit a BEV layout and then use
a generative model to output the corresponding street-view
images for training or testing a driving system.

The fundamental question for BEV generation is: what
could be a plausible set of street-view images that corre-
spond to this BEV layout? One could think of numerous
scenes with varying vehicle types, backgrounds, and more.
For a set of views to be realistic, we need to consider several
properties of the images. Similar to the problem of novel
view synthesis, images must appear consistent, as if they
were taken in the same physical location. For instance, cam-
eras with an overlapping field-of-view (FoV) should have
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overlapping content, and objects partially visible in one
frame should appear in a rotated frame. The visual styling
of the scene also needs to be consistent such that all virtual
views appear to be created in the same geographical area
(e.g., urban vs. rural), time of day, with the same weather
conditions, and so on. In addition to image consistency,
the images must correspond to the HD map, faithfully re-
producing the specified road layout, lane lines, and vehicle
locations. Unlike image-to-image translation with a seman-
tic mask, the BEV generation model must infer the image
layout to account for occlusions between objects and the
relative heights of objects in a scene. These two main chal-
lenges, image consistency and correspondence, are critical
to the task but can be difficult to reconcile. If we only desire
image consistency, similar to the case of image outpainting,
the model is free to generate any consistent image. How-
ever, if we also wish to maintain correspondence between
the virtual views and the HD map, portions of the virtual
views are constrained to represent certain elements (e.g.,
vehicles). On the other hand, if we only care about image
correspondence, the model only needs the context of part
of the HD map in its FoV and does not need to account for
previously generated images or issues such as wraparound.

In this work, we tackle the new task of generating street-
view images from a BEV layout and propose a generative
model called BEVGen to address the underlying challenges.
We develop an autoregressive model called BEVGen that
generates a set of n realistic and spatially consistent images.
Fig. 1 shows generation examples. BEVGen has two tech-
nical novelties: (i) it incorporates spatial embeddings using
camera instrinsics and extrinsics to allow the model to at-
tend to relevant portions of the images and HD map, and
(ii) it contains a novel attention bias and decoding scheme
that maintains both image consistency and correspondence.
Thus the model can generate high-quality scenes with spa-
tial awareness and scene consistency across camera views.
Compared to baselines, the proposed model obtains sub-
stantial improvement in terms of image synthesis quality
and semantic consistency. The model can also render real-
istic scene images from out-of-domain BEV maps, such as
those provided by a driving simulator or edited by a user.
We summarize our contributions as follows:

• We tackle the new task of multi-view image generation
from BEV layout. It is the first attempt to explore the
generative side of BEV perception for driving scenes.

• We develop a novel generative model BEVGen that
can synthesize spatially consistent street-view images
by incorporating spatial embeddings and a pairwise
camera bias.

• The model achieves high-quality synthesis results and
shows promise for applications such as data augmen-
tation and 3D simulation rendering.

2. Related Work

Cross-modal Image Generation. Cross-modal image
generation has seen a lot of attention in recent years with
work on text-to-image models [12, 32–34, 40], speech-to-
image models [5, 20], and image-to-video models [42].
Others have focused on using more direct representations
to control generation, including generation from semantic
masks [18, 26, 51], or worked to convert higher-level repre-
sentations such as text [15, 30], scene graphs [7, 19, 44, 50],
and bounding boxes [22] into such a semantic mask. There
have also been several attempts at learning spatially disen-
tangled scene representations by composing latent features
that correspond to specific parts of a scene [10, 27]. Our
task is conceptually similar to image generation from a se-
mantic mask but distinct in that our semantic representation
only provides minimal layout constraints, lacking height in-
formation, direct occlusion representation, and background
information.

Image-to-image Generation. Direct image-to-image
translation has also taken off in recent years with models
such as pix2pix [18] and cycleGAN [56]. Several works
have focused directly on the task of street-view synthe-
sis from satellite views as a subset of the image-to-image
translation problem [35, 41, 43, 53]. These works attempt
to tackle viewpoint transformation, from a top-down to an
ego-centric view, that is implicitly required for our task, but
our task does not benefit from the rich RGB representation
provided by a satellite view. Furthermore, large portions of
our virtual camera views correspond to areas entirely un-
labeled on our BEV map, requiring largely unconditional
generation for these areas.

Image Outpainting. Spatial consistency is important for
tasks such as image outpainting, where the goal is to gener-
ate or extend an image of the same scene. Early approaches
for image outpainting used auto-regressive approaches on a
pixel-wise level [6, 25, 45, 46]. However, this approach can
be computationally expensive and thus is limited to gen-
erating low-resolution images. Subsequently, GANs were
introduced to the task [16, 23, 39, 49] which do not suffer
from the same computational limitations as pixel-wise au-
toregressive approaches. More recent works have utilized a
Vector Quantised-Variational Autoencoder (VQ-VAE) [47]
to great success [2,4]. Similar to image outpainting, our task
requires generated images to appear coherent in weather
and location; however, we also seek to generate distinct,
partially overlapping camera views and require that portions
of these views are conditionally generated from a BEV lay-
out.

Novel View Synthesis. The same underlying VQ-VAE
architecture has been used for the single-view novel view
synthesis (NVS) task where the goal is to generate new vir-
tual camera view given a source image. By conditioning

2



an autoregressive transformer with camera translation and
rotation, [38] showed that a transformer-based model can
learn the 3D relationship between images without explicit
depth maps or warping as used in prior attempts for single-
view NVS such as in [37, 48]. To improve the consistency
between frames, [36] suggests a camera-aware bias for self-
attention that encodes the similarity between consecutive
image frames. Our task requires a similar 3D understand-
ing between different viewpoints as in NVS, but lacks the
conditioning information provided by a source view(s) and
requires consistency not only between frames but also with
an HD map. If we broaden our task to allow for a source
view, as we demonstrate in Fig. 6, our task can be thought
of as a conditional NVS task.

3. Method
In this section, we introduce the framework of the pro-

posed BEVGen. We have a semantic layout in Birds-Eye
View (BEV), B ∈ RHb×Hb×cb with the ego at the cen-
ter and cb channels describing the locations of vehicles,
roads, lane lines, and more (see Sec. 4.1). Given a set of
n virtual camera views to generate, (Kk, Rk, tk)

n
k=1, where

Kk, Rk, tk are the intrinsics, extrinsic rotation, and trans-
lation of the kth camera, we generate n images, Ik ∈
RHc×Wc×3.

Fig. 2 illustrates the framework of the proposed BEV-
Gen. BEVGen consists of two autoencoders modeled by
VQ-VAE, one for images and one for the BEV representa-
tion, that allow the causal transformer to model scenes at
a high level. The key novelty lies in how the transformer
can relate information between modalities and across differ-
ent views. The cross-view transformation encodes a cross-
modal inductive 3D bias, allowing the model to attend to
relevant portions of the HD map and nearby image tokens.
We explain each part in more detail below.

3.1. Model Structure

Image Encoder. To generate a globally coherent image,
we model our distribution in a discrete latent space instead
of pixel-space. We use the VQ-VAE model introduced by
Oord et al. [47] as an alternative generative architecture to
GANs1. Additionally, we incorporate a perceptual and a
patch-wise adversarial loss as in [11]. The VQ-VAE archi-
tecture consists of an encoder Ecam, a decoder Dcam, and a
codebook Zc = {zm}Mc

m=1 ⊂ Rnc where Mc is the number
of code vectors and nc is the embedding dimension of each
code. Given a source image, xk ∈ RHc×Wc×3 we encode
ẑk = E(xk) ∈ Rhc×wc×nc . To obtain a discrete, tokenized
representation, we find the nearest codebook vector for each

1Note that switching to the recently developed class of diffusion mod-
els can potentially improve the image synthesis quality, but such models
require an order of magnitude of additional data and computational re-
sources for training and thus we leave it for future works.

feature vector ẑk,ij ∈ Rnc where i, j are the row, column in-
dices in the discrete latent representation with size hc×wc:

zk,ij = argmin
m

∥ẑk,ij − zm∥ ∈ Rhc×wc×nc . (1)

This creates a set of tokens zk ∈ Nhc×wc that we refer to
as our image tokens. To generate an image from a set of
tokens, we decode z̃k ∈ Rhc×wc×nc with a convolutional
decoder, Dcam(z̃k) ∈ RHc×Wc×3 using the same architec-
ture as [11].
BEV Encoder. To condition our model on a BEV lay-
out, we use the same discrete representation as for cam-
era images, except we replace the perceptual and adver-
sarial losses with a binary cross entropy loss for binary
channels and an L2 loss for continuous channels. We en-
code our BEV map b as before with Ebev(b) ∈ Rhb×wb×nb

and Zb = {zm}Mb

m=1 ⊂ Rnb to obtain a set of tokens,
zbev ∈ Nhb×wb . We discard the decoder stage, Dbev , after
training the 1st stage as it is not needed for our transformer
model or inference.
Autoregressive Modeling. Given a BEV layout and k
sets of camera parameters, we seek to generate k images by
learning the prior distribution of a set of discrete tokens, z
conditioned on zbev,K,R, t.

p(z|zbev,K,R, t) =

h×w×k∏
i=0

p(zi|z<i, z
bev,K,R, t). (2)

We model p(.) by training a transformer τ that predicts the
subsequent token based on the discretized BEV features,
prior image tokens, and their respective camera parameters.
This approach requires us to order all k × hc × wc cam-
era tokens. Instead of using a camera-first, row-major order
where the first wcam tokens are the first row of the 1st camera
and the first hcamwcam tokens encompass the entire 1st cam-
era, we choose to decode in a center-out order. We choose
this order as we seek to maximize the influence of impor-
tant scene semantics, which primarily lie directly ahead and
behind of a vehicle while driving. We alternate between the
front and back, as well as left to right, decoding starting
at the top row and moving outward until we expand such
that the front row meets the back row, and repeat this for all
rows.

3.2. Spatial Embeddings

To help the model attend to relevant tokens both in the
camera and BEV feature space, we introduce positional em-
beddings. We take inspiration from work on BEV segmen-
tation [55] on alignment between the BEV and first-person
view (FPV) perspectives.
Camera Embedding. In order to align image tokens with
BEV tokens, we use the known intrinsics and extrinsics
to reproject from image coordinates to world coordinates.
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Figure 2. BEVGen framework. A BEV layout and source multi-view images are encoded to a discrete representation and are flattened
before passed to the autoregressive transformer. Spatial embeddings are added to both camera and BEV tokens inside each transformed
bloc, the learned pairwise camera bias are added to the attention weights. Weighted CE loss is applied during training, and we pass the
tokens to the decoder to obtain generated images during inference.

Given a token in image space, zk,ij , we convert to homoge-
neous coordinates and obtain a direction vector in the ego
frame as follows:

dk,ij = R−1
k K−1

k zi,jk + tk. (3)

We use a 1D convolution, θc(d) ∈ Rn×hc×wc×nemb , to en-
code our direction vector in the latent space of the trans-
former. We encode our image tokens using a shared learn-
able embedding λc(zk,ij) ∈ Rnemb , and add a per-token
learnable parameter, Λc

k,ij ∈ Rnemb , across image tokens:

lk,ij = λ(zk,ij) + θ(dk,ij) + Λk,ij . (4)

BEV Embedding. To align our BEV tokens with our
image tokens, we perform a similar operation as in Eq. (4)
and use the known BEV layout dimensions to obtain co-
ordinates in the ego frame, txy , for each token and en-
code these into our transformer latent space, with θb(t) ∈
Rhb×wb×nemb . We similarly use a shared learnable embed-
ding for our discrete tokens, λ(zxy) ∈ Rnemd , and a per-
token learnable parameter, Λxy:

lxy = λ(zxy) + θb(txy) + Λxy. (5)

3.3. Camera Bias

In addition to providing the model with aligned embed-
dings, we add a bias to our self-attention layers that provides
both an intramodal (image to image) and intermodel (im-
age to BEV) similarity constraint. This draws inspiration

Learned Pos Emb

Self Attn

Output

Pairwise 

Camera

Bias

Figure 3. Camera Bias Overview. We construct a pairwise matrix
that encodes relationship between a given image token and another
BEV/image token.

from [36], but instead of providing a blockwise similarity
matrix that is composed of encoded poses between frames,
we provide a per-token similarity based on their relative di-
rection vectors. Our approach also encodes the relationship
between image and BEV tokens. For self-attention in any
layer between some query qr and key/value kc/vc we have:

Attention(qr, kc, vc) = vc softmax

(
arc√
d

)
, (6)

arc = qrkc + βrc. (7)
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The transformer sequence is composed of hbwb condi-
tional BEV tokens followed by hcwc camera tokens. If
r, c > hbwb, both positions correspond to image tokens and
thus we have two direction vectors, dr, dc, computed as in
Eq. (3). As discussed in Sec. 3.1, we have a mapping be-
tween the sequence index and image token (i, j) in camera
k. If r > hbwb > c, we have a query for some image token
and a key/value pair corresponding to BEV token. Thus, we
again construct two direction vectors. In this case our BEV
direction vector consists of the 2D World coordinates (in
the ego-center frame) and our image direction vector is the
same as in Eq. (3) except with the row value as the center
of the image. Given these two direction vectors, dr, dc, we
add the cosine similarity and a learnable parameter, θrc, as
shown in Fig. 3:

βrc =
dr · dc

∥dr∥∥dc∥
+ θrc. (8)

3.4. Random Masking

A key problem that arises when generating multiple im-
ages in parallel is the quadratic complexity of the self-
attention mechanism. One solution to this issue would be to
limit the sequence length of our transformer by using per-
forming image extrapolation as in [2]. However, this lim-
its the scene context and can cause later images to appear
far different from the first image, despite having local im-
age consistency. Instead, we implement a version of sparse
attention as in [8, 52]. As opposed to a uniform random
attention mask, we instead unmask regions of the image
near the token we attend. Using the same formulation as
in Eq. (8), we create a pairwise similarity matrix for image
tokens only. As sparse attention groups the input sequence
into discrete blocks, we perform an average pooling on this
matrix down to the resolution of the sparse attention opera-
tion and use these values as weights for sampling. Addition-
ally, we have a sliding window in which we always attend
to the last r tokens, and we attend to all BEV tokens.

4. Experiments

4.1. Dataset

We evaluate the proposed method using the NuScenes
dataset [3], one of the popular driving datasets used for BEV
segmentation and detection. We chose NuScenes as it is
among the only large driving dataset to provide full 360 deg
camera coverage with a consistent camera resolution, but
our method can be easily adapted to other datasets with
different camera arrangements as demonstrated in Sec. 4.4.
NuScenes consists of 1000, 20-second scenes, captured in
Boston and Singapore. There are a total of 40k annotated in-
stances that are labeled every 2Hz, split into 34k, 6k, and 6k
instances for the train, validation, and test sets respectively.

Each instance contains ground-truth 3D bounding boxes,
6 camera images covering a 360 deg FoV, calibrated cam-
era intrinsics and extrinsics, as well as LiDAR and Radar
scans. We project these 3D bounding boxes onto a BEV
layout following standard practice used in BEV segmenta-
tion [17, 29, 55].
Preprocessing. The BEV layout representation used
in training and testing is a 256 × 256 mask representing
80m× 80m around the ego center and containing 21 chan-
nels. 14 channels are binary masks representing map in-
formation (lane lines, dividers, etc.) and actor annotations
(cars, trucks, pedestrians, etc.). The remaining 7 channels
provide instance information including the visibility of an
annotation within the camera view, the height, width, and
orientation of the annotation, and the pixel offset from the
center point of the annotation. We resize our cropped cam-
era images to 224 × 400 and appropriately modify the in-
trinsics passed to our model. To enable our weighted cross-
entropy loss, we project the provided 3D annotations onto
the camera frame and weight the corresponding tokens in
our discrete camera frame representation, zk ∈ Nhc×wc .

4.2. Training Details

VQ-VAE. We train the 1st stage camera VQ-VAE with ag-
gressive augmentation consisting of flips, rotations, color
shifts, and crops. Similarly, we train our 1st stage BEV
VQ-VAE with flips and rotations. For the 2nd stage, we
add minimal rotations and scaling but perform cropping and
modify the corresponding intrinsics that are passed to the
model.
Transformer. We crop all images to H ×W = 224× 400
and our 4 encoder/decoder stages create a discrete latent
representation of hc × wc = 14× 25. Our BEV layout has
a discrete latent representation of hb × hb = 16, 16. Both
the BEV and image codebooks have |Zc| = |Zb| = 1024
codes with an embedding dimension, nc = nb = 256. Our
transformer is GPT-like [31] with 16-heads and 24-layers.
We use DeepSpeed to facilitate sparse self-attention and
16-bit training. We clip gradients at 50 to prevent insta-
bility during training and use the AdamW optimizer [24]
with β1, β2 = 0.9, 0.95 and a learning rate of λ = 5e-7.
For our sparse models, we have an attention mask density
of 35% with a sliding window length of r = 96. Except
as described in Sec. 4.4, our sparse model is derived from
fine-tuning our full-attention model for 10 epochs.

4.3. Results

We show generation results for all six camera views
trained from the NuScenes dataset. For all visualizations,
we flip the back left and right cameras along the vertical
axis to highlight the image consistency of our model. Thus,
the side, front, and back cameras meet at their outer edges in
all figures. Since our work is, to our knowledge, the first at-
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Method FID↓ Road mIoU↑ Vehicle mIoU↑
Baseline 43.18 45.80 4.44
BEVGen 25.54 50.20 5.89
Sparse BEVGen 28.67 50.92 6.69

Table 1. Baseline Comparison over all 6 views on NuScenes Vali-
dation.

tempt at conditional street-view synthesis from a BEV lay-
out, we find no existing method to directly compare with.
Instead, we compare with a baseline model consisting of
the same underlying GPT architecture and using the same
1st stage encoders/decoders as our BEVGen model. We use
a row-major decoding order and employ only a learnable
position embedding, but do not add the spatial embeddings
(Sec. 3.2) or camera bias (Sec. 3.3) and use full-attention.
Qualitative result. Fig. 5 exhibits the generation examples
from BEVGen. Our model is able to generate a diverse set
of scenes including intersections, parking lots, and boule-
vards. We observe that each camera view not only correctly
displays the surrounding of the same location, but also pre-
serves the spatial perspective. BEVGen synthesizes images
under various weather conditions, with the same weather
apparent in all images, including physical artifacts such as
rain. We also demonstrate that our model is capable of gen-
erating diverse scenes corresponding to the same BEV lay-
out. We see at the bottom of Fig. 5 the same location ren-
dered in the day and at night by the model.

We compare generation quality of BEVGen to our base-
line using the same BEV layout in Fig. 5. We see that BEV-
Gen can not only render a more accurate scene with nearby
vehicles present in the correct camera views, but our spatial
consistency is significantly improved. Our model is able to
correctly synthesize a vehicle partially present in multiple
camera views. We also see that the background of the scene
is consistent between cameras, unlike the baseline model.

Additionally, we apply a BEV segmentation model on
the synthesized images and analyze the semantic content.
As seen in Fig. 5, our images allow the model to correctly
infer the road layout whereas our baseline images do not.
Quantitative result. We use the Fréchet Inception Dis-
tance (FID) to evaluate our synthesized quality compared to
the source images. Unless otherwise noted, all metrics are
calculated on a subset of the NuScenes validation set. We
sample 4 images from each scene, with 600 instances over-
all, and synthesize a set of images with no post-generation
filtering. For calculating FID scores, we use clean-fid [28].

To differentiate between the performance of our 1st and
2nd stage, we compare our results to the results obtained by
feeding the encoded tokens of the source images directly to
the decoder, as is done when training the 1st stage. This
represents the theoretical upper bound of our model’s per-

formance and it allows us to largely remove the effect of the
first stage which is not the focus of this paper. However, it
should be noted that the design of the 1st stage and the prop-
erties of the learned codebook can have a significant impact
on the 2nd stage [11, 12].

As seen in Tab. 1, our BEVGen model achieved an FID
score of 25.54 compared to the baseline score of 43.18. This
is in comparison to our reference upper-bound FID score of
9.37. Our model utilizing our sparse masking design from
Sec. 3.4 achieved an FID score of 28.67. This sparse vari-
ant is approximately 48% faster during inference and 40%
faster for training.

While FID is a common metric to measure image syn-
thesis quality, it fails to entirely capture the design goals of
our task and cannot reflect the synthesis quality of different
semantic categories. Since we seek to generate multi-view
images consistent with a BEV layout, we wish to measure
our performance on this consistency. To do this, we lever-
age a BEV segmentation network CVT from [55], trained
entirely on source data for a fair comparison. We use the
same set of generated images conditioned on a ground-truth
BEV layout as before and for each set we apply the CVT to
the generated images and then compare the predicted lay-
out with the ground-truth BEV layout. We report both the
road and vehicle class mean intersection-over-union (mIoU)
scores. As shown in Tab. 1, we beat our baseline by 4.4 and
1.45 for road and vehicle classes respectively. Note that the
performance of the BEV segmentation model on the val-
idation set is 66.31 and 27.51 for road and vehicle mIoU
respectively. This reveals that though the model can gen-
erate road regions in the image in a reasonable manner, it
still has a limited capability of generating high-quality indi-
vidual vehicles that can be recognized correctly by the seg-
mentation network. This is a common problem for scene
generation where it remains challenging to synthesize the
small objects entirely. Our work is a starting point and we
plan to improve small object synthesis in the future work.
View-conditioned generation. We test the ability of our
model to synthesize other views when provided a view from
a single camera as seen in Fig. 6. Due to the chosen center-
out decoding order, not all image tokens are able to attend to
the source image and, instead, we simply skip inference for
provided camera views. Despite this, we observe that our
model is able to generate consistent imagery both in scene
content and time of day.

4.4. Ablation Study

To verify the effectiveness of our design choices, we run
an ablation study on key features of our model. We run
these experiments on the same subset of the NuScenes vali-
dation set as in Sec. 4.3, but only consider the 3 front-facing
views to reduce training time. The 3 front-facing views have
a larger FoV overlap than the rear view and capture more
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Figure 4. Synthesized multi-view images from BEVGen. Image contents are diverse and realistic. The two instances in the bottom row
use the same BEV layout for synthesizing the same location in day and night.

Figure 5. Qualitative comparison to baseline. Left is the instance from the baseline and right is from BEVGen. We also show the predicted
layout (only for the road class) from the generated multi-view images.

relevant scene features such as cars and lane-lines when
compared to the side-facing rear views that capture a sig-
nificant amount of background. This is more relevant to our
task as it allows us to better verify the design objectives of
our model.

We test four variants of our model, one with only center-
out decoding, one with our camera bias, one with the cam-
era bias and spatial embeddings, and a final model that we
train from scratch using our sparse masking, instead of fine-
tuning. Tab. 2 shows a steady improvement in FID scores
as we add the camera bias, and spatial embeddings.

5. Applications

Generating realistic images from BEV layout has many
applications. In this section we explore the applications of
data augmentation for BEV segmentation and image gener-
ation from simulated BEV.

Method FID↓
Center-out decoding 42.32
+ Camera Bias 41.20
+ Camera Bias, Spatial Embedding 40.48
+ Camera Bias, Spatial Embedding, Sparse Mask 48.31

Table 2. Ablation of the key model components.

Data augmentation for BEV segmentation. An impor-
tant application of our BEV conditional generative model
is generating synthetic data to improve prediction models.
Thus, we seek to verify the effectiveness of our model by
incorporating our generated images as augmented samples
during training of a BEV segmentation model. We use
CVT [55] as our model, which is also used in Sec. 4.3, and
compare our results to training without any synthetic sam-
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Figure 6. View-conditioned generation. Green box indicates the provided source tokens.

Figure 7. Generating images based on the BEV layouts provided by the MetaDrive driving simulator

Road mIoU Vehicle mIoU

CVT (w/o augmentation) 71.3 36.0
CVT (w/ augmentation) 71.9 36.6

Table 3. Application of data augmentation. We report the segmen-
tation results on the validation set of NuScenes trained from the
original training set and the one augmented with synthetic data.

ples. We generate 6,000 unique instances using the BEV
layout from the train set on NuScenes. These synthetic in-
stances are associated with the ground truth BEV layout for
training, with no relation to results from Sec. 4.3. To reduce
the effect of randomness during training, we set the random
seed and disable non-deterministic operations for all train-
ing. As seen in Tab. 3, our data improves validation mIoU
by 0.6 for both the road category and the vehicle category.

Image generation from simulated BEV. Since one mo-
tivation for our task definition lies in the simplicity of the
BEV layout, we wish to determine whether this enables our
model to generate new scenes from out-of-domain (OOD)
HD maps. We use MetaDrive simulator [21] to generate
random traffic scenarios and their associated BEV layouts
in simulation, and then input the BEV layouts in our BEV-

Gen. Generated images are shown in Fig. 7. We can see that
our model can turn the simulated scenes into realistic street
images using the BEV layout as a bridge. It has potential to
address the sim2real gap.

6. Discussion and Conclusion

Limitations and Future work. Despite the performance
achieved with sparse attention, future work may benefit
from use of a bidirectional transformer to allow for paral-
lel decoding as demonstrated in [4]. We will also explore
replacing the encoder with a diffusion model to improve the
image synthesis quality. The proposed model still struggles
on generating small objects like pedestrians and some vehi-
cles. We plan to decouple the generation of foreground and
background to address this issue in the future work.

In this work we tackle the BEV generation task by de-
veloping a generative model called BEVGen. After training
on real-world driving dataset, the proposed model can gen-
erate spatially consistent multi-view images from a given
BEV layout. We further show its application on data aug-
mentation and simulated BEV generation.
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1. Overview
This supplementary document is organized as follows:

• Sec. 2 discusses nuScenes and provides generation results.

• Sec. 3 discusses Argoverse 2 and provides generation results.

• Sec. 4 discusses common failure cases of BEVGen.

2. nuScenes Dataset
As previously mentioned, nuScenes [1] provides 6 cameras, all of which we utilize in our model. Each camera has a source

resolution of Hsrc ×Wsrc = 900× 1600. Since nuScenes is annotated at a relatively low frequency of 2Hz compared to the
camera shutter frequency of 12hz, we interpolate between annotations to obtain a larger dataset. As previously mentioned,
we evaluate all metrics on a subset of the validation set, comprising 4 images evenly spaced through each scene. We provide
a list of these instances in our codebase for reproducibility. In this document, we additionally generate samples over a
set of interesting scenarios, mined by sampling instances on the validation set based on the number, size and proximity of
annotations to the ego vehicle.
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Figure 1. nuScenes Camera Layout.
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Figure 2. Argoverse 2 Camera Layout.
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We provide a diagram of the camera layout on nuScenes in Fig. 1 and provide a sample ground truth instance in Fig. 3. As
before, the Rear Left and Rear Right cameras are flipped horizontally (i.e., along the vertical axis), for all figures, except for
Fig. 3. This allows us to highlight the consistency with the rear camera while maintaining their respective positions relative
to the ego center.

In Fig. 5 we show generation samples on a variety of BEV layouts. In Fig. 6, we demonstrate the diversity of BEVGen by
showing various generation samples on a single BEV layout. Next, in Fig. 7, we provide additional view-conditioned synthe-
sis examples. As before, we show generation examples where the model is given a single source view but also demonstrate
synthesis where multiple-views are provided. We pass the source image through our camera encoder, Ecam, and fix these
tokens during inference. We note that we maintain our causal decoding order as before and do not unmask provided views.
View consistency may be improved in future works by unmasking provided views; however, this likely necessitates fine-
tuning the model. Finally, in Fig. 8, we provide an additional qualitative comparison between BEVGen, its sparse variant,
and our baseline model.

3. Argoverse 2 Dataset
In addition to nuScenes [1], Argoverse 2 [4] and its predecessor, Argoverse 1 [2], are among the few driving datasets

which provide HD maps with synchronized sensor data [3]. We select Argoverse 2 over its predecessor, Argoverse 1, as
it is much broader and comparable to the size of nuScenes. Argoverse 2 is also a geographically diverse dataset sourced
from 6 large U.S. cities during a variety of weather conditions. Argoverse 2 comprises 1000 scenes captured over 4 hours
of driving with 150k labeled LiDAR scans and 2.7m images over 7 cameras. Argoverse 2 is annotated at a much higher rate
than nuScenes—10hz instead of 2hz—and has synchronized camera captures at 20hz instead of 12hz.

As seen in Fig. 2 and Fig. 4, Argoverse 2 does not have a camera oriented directly to the rear of the ego vehicle, and its
front center camera has a smaller horizontal Field-of-View (FoV) as it is in portrait orientation. We opt to maintain a standard
aspect ratio and only train on the front/side left/right cameras that have a source resolution of Hsrc ×Wsrc = 1550× 2048.
We select the side facing cameras to test the spatial consistency of BEVGen and omit the rear facing cameras to reduce
computation. We resize to Hc ×Wc = 256× 336 providing a discrete representation of hc × wc = 16× 21 using the same
1st stage VQ-VAE architecture as for nuScenes. Instead of training our 1st stage camera VQ-VAE from scratch, we opt to
fine-tune from a pretrained model on nuScenes for 5 epochs. We use the full set of camera images captured at 20hz by taking
the nearest annotations in time as we believe that changes of 50ms should have a minimal effect on the training of our model.
This provides a dataset of roughly 220k and 47k for the training and validation sets respectively. Our BEV representation is
similar to that for the nuScenes dataset, with categories for different types of vehicles, pedestrians, lane lines, driveable area,
and pedestrian crossings.

In Fig. 9 we provide generation results on a variety of BEV layouts and in Fig. 10 we provide view-conditioned synthesis
results given one and multiple source views.

4. Discussion of Common Failure Cases
One common failure case of our model is that large and nearby vehicles such as passing semi-trailers are often only

partially visible in generated images. One such example is seen in the rear right camera (bottom right-hand corner) in Fig. 11.
We see a bus clearly visible in the rear center camera; however, the bus is only partially visible in the rear right camera, with
the top of the bus largely omitted. In this circumstance, the transparent glass of the bus appears to have caused the model to
simply replace the top of the bus with the background scenery. Large occluding objects such as semi-trailers or buses may be
problematic because it can be difficult, even for a human, to determine the level of occlusion from a BEV layout. Providing
additional information, such as direct occlusion information through ray-tracing or height information of various actors, may
improve the ability of the model to reason about occluding objects.

An additional failure case of our model can be seen in Fig. 12 with vehicles present, corresponding to our BEV layout,
but appearing somewhat malformed. In the front right camera view (2nd image from the right), we see two cars appearing
to be squished together, with the model clearly hallucinating on both sides of the black car. We reason that this behavior is
partially due to the relatively small codebook size, |Zc| = 1024, and a larger codebook for our 1st stage VQ-VAE model may
be less prone to this issue.
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Figure 3. Ground truth images from nuScenes Training Set.

Figure 4. Ground truth images from Argoverse 2 Training Set.
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Figure 5. Generation examples on nuScenes Validation Set. All images are generated with a different BEV layout.
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Figure 6. Generation examples on nuScenes Validation Set. All images are generated with the same BEV layout to demonstrate the
diversity of the model output.
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Figure 7. View-conditioned generation on nuScenes Validation Set. A green box indicates the camera view was provided to the model.
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Figure 8. Qualitative Comparison on nuScenes Validation Set. Top: Baseline; Middle: BEVGen Sparse; Bottom: BEVGen
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Figure 9. Generated images on Argoverse 2 Validation Set.
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Figure 10. View-conditioned generation on the Argoverse 2 Validation Set. A green box indicates the camera view was provided to the
model.
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Figure 11. Failure Case on nuScenes Validation.

Figure 12. Failure Case on Argoverse 2 Validation.

10



References
[1] Holger Caesar, Varun Bankiti, Alex H. Lang, Sourabh Vora, Venice Erin Liong, Qiang Xu, Anush Krishnan, Yu Pan, Giancarlo Baldan,

and Oscar Beijbom. nuScenes: A Multimodal Dataset for Autonomous Driving. In 2020 IEEE/CVF Conference on Computer Vision
and Pattern Recognition (CVPR), pages 11618–11628, June 2020. 1, 2

[2] Ming-Fang Chang, John Lambert, Patsorn Sangkloy, Jagjeet Singh, Slawomir Bak, Andrew Hartnett, De Wang, Peter Carr, Simon
Lucey, Deva Ramanan, and James Hays. Argoverse: 3D Tracking and Forecasting With Rich Maps. In Proceedings of the IEEE/CVF
Conference on Computer Vision and Pattern Recognition, pages 8748–8757, 2019. 2

[3] Hongyang Li, Chonghao Sima, Jifeng Dai, Wenhai Wang, Lewei Lu, Huijie Wang, Enze Xie, Zhiqi Li, Hanming Deng, Hao Tian,
Xizhou Zhu, Li Chen, Yulu Gao, Xiangwei Geng, Jia Zeng, Yang Li, Jiazhi Yang, Xiaosong Jia, Bohan Yu, Yu Qiao, Dahua Lin,
Si Liu, Junchi Yan, Jianping Shi, and Ping Luo. Delving into the Devils of Bird’s-eye-view Perception: A Review, Evaluation and
Recipe. CoRR, abs/2209.05324, 2022. 2

[4] Benjamin Wilson, William Qi, Tanmay Agarwal, John Lambert, Jagjeet Singh, Siddhesh Khandelwal, Bowen Pan, Ratnesh Kumar,
Andrew Hartnett, Jhony Kaesemodel Pontes, Deva Ramanan, Peter Carr, and James Hays. Argoverse 2: Next Generation Datasets for
Self-Driving Perception and Forecasting. In Joaquin Vanschoren and Sai-Kit Yeung, editors, Proceedings of the Neural Information
Processing Systems Track on Datasets and Benchmarks 1, NeurIPS Datasets and Benchmarks 2021, December 2021, Virtual, 2021. 2

11


