Alexander J. Swerdlow Email : aswerdlow@stanford.edu
aswerdlow.com

EDUCATION

e Stanford University Stanford, California
PhD in Computer Science September 2025 — Present

e Carnegie Mellon University Pittsburgh, Pennsylvania
Master of Science in Robotics, GPA: 3.95 Aug 2023 — May 2025

o Relevant Coursework: Learning for 3D Vision, Geometry-based Methods in Vision, Adv. Topics in
Reinforcement Learning and Decision Making, Mobile Robotics, Robot Learning, Multimdal Machine Learning

e University of California, Los Angeles Los Angeles, CA
Bachelor of Science in Computer Science, Summa cum laude, GPA: 3.98 Sep 2019 — June 2023

o Relevant Coursework: Computational Imaging, Deep Learning, Computer Vision, Computational Robotics,
Large Scale Networks (Graph Theory, Reinforcement Learning), Applied Numerical Computing, Algorithms &
Complexity, Systems and Signals, Computer Architecture, Operating Systems, Computer Networks

PUBLICATIONS

e Generative Value Classifier, Alexander Swerdlow, Perry Dong, Chelsea Finn, Preprint, 2026.

e FASTER: Value-Guided Sampling for Fast RL, Perry Dong*, Alexander Swerdlow*, Dorsa Sadigh, Chelsea Finn,
Advances in Neural Information Processing Systems (NeurIPS), 2026.

e TQL: Scaling Q-Functions with Transformers by Preventing Attention Collapse, Perry Dong*, Kuo-Han Hung*,
Alexander Swerdlow, Dorsa Sadigh, Chelsea Finn, International Conference on Machine Learning (ICML), 2026.

e 7 a VLA that Learns from Experience, Physical Intelligence, Ali Amin, ..., Alexander Swerdlow, ...,
Zhiyuan Zhou, Robotics: Science and Systems (RSS), 2026.

e Unified Multimodal Discrete Diffusion, Alexander Swerdlow*, Mihir Prabhudesai*, Siddharth Gandhi, Deepak
Pathak, Katerina Fragkiadaki, arXiv, 2025.

e Unifying 2D and 3D Vision-Language Understanding, Ayush Jain*, Alexander Swerdlow*, Yuzhou Wang, Sergio
Arnaud, Ada Martin, Alexander Sax, Franziska Meier, Katerina Fragkiadaki, International Conference on Machine
Learning (ICML), 2025.

e Street-View Image Generation from a Bird’s-Eye View Layout, Alexander Swerdlow, Runsheng Xu, Bolei Zhou —
IEEE Robotics and Automation Letters (RA-L) & IEEE International Conference on Intelligent Robots and Systems
(IROS), 2024.

e SCALER: A Tough Versatile Quadruped Free-Climber Robot, Yusuke Tanaka, Yuki Shirai, Xuan Lin, Alexander
Schperberg, Hayato Kato, Alexander Swerdlow, Naoya Kumagai, Dennis Hong — IEEE/RSJ International
Conference on Intelligent Robots and Systems (IROS), 2022.

EXPERIENCE
e Physical Intelligence San Francisco, California
Intern May 2025 - September 2025
o Worked on online RL for VLAs, focused on dextrous manipulation. Advised by Chelsea Finn.
e Prof. Katerina Fragkiadaki Pittsburgh, Pennsylvania
Graduate Student Researcher Aug 2023 - May 2025

o Developed a mulitmodal discrete diffusion model. Demonstrated novel editing capabilities and scaled up to a 1.4B
model trained on 300B unique tokens. Set up all data/training/inference, including using modern sharding
strategies for large-scale (64 TPUs) training.

o Developed a joint 2D /3D foundation model that gets SoTA in 3D referential grounding, question answering, and
open-vocabulary detection.

o Developed diffusion-based trajectory planner for off-road driving. Iteratively noises/denoises trajectories based on a
costmap and runs in real-time on-board.
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e Prof. Bolei Zhou Laboratory Los Angeles, CA
Undergraduate Researcher July 2022 - June 2023
o Worked on synthetic data generation for autonomous vehicles (AVs). Developed a novel image generation model
that generates multi-view images conditioned on a map of nearby roads and actors. Demonstrated improved
performance on downstream BEV segmentation/detection tasks with the synthetic data.
o Set up data/multi-stage training/inference and open-sourced code/models on GitHub.

e Waabi Toronto, Canada
Research Intern March 2022 - June 2022
o Developed novel LiIDAR + Camera fusion method that outperformed SOTA LiDAR-only baseline. The model used
a novel form of deformable cross-attention between LiDAR voxel features and image features that allowed the
network to select and weight important image features with the relevant scene geometry as context.
o Re-implemented existing SOTA 3D Semantic Segmentation models in PyTorch. Implemented new pipeline for
segmentation models including dataset pre-processing, inference, and visualization.

e UCLA Robotics & Mechanisms Laboratory Los Angeles, CA
Undergraduate Researcher April 2021 - March 2022
o Built a vision system for a quadrupedal climbing robot to detect, model, and localize handholds. The system used a
Mask R-CNN 2D Segmentation model to pick out suitable handholds and then performed an ellipsoid fitting on the
corresponding 3D point cloud. Used a series of AruCo tags for global localization and VI-SLAM for short-term
odometry.
o Developed GNN 2D-3D fusion model to perform patch-wise material recognition from RGB-D data and tested
against various baselines. Presented poster at the 2022 SoCal Robotics Symposium.
o Created simulation framework with MuJoCo for offline controls development. Contributed to controls and
infrastructure code.

e DoorDash San Francisco, CA
Software Engineering Intern, Logistics June 2021 - Sep 2021

o Developed an experimentation platform for testing multiple pricing hypotheses at the same time in production.
The system dynamically combines experiments to test interactions between values (A/B/n) and inputs.

o Integrated a caching layer with Redis that serves tens of thousands of requests per second to mitigate DB load.
Added a Kafka publisher for a high-volume endpoint to write additional data points to a Snowflake DB.

o Migrated gRPC endpoints and scripts from a legacy Python codebase to a new Kotlin codebase.

e The Aerospace Corporation El Segundo, CA
Software Engineering Intern June 2020 - Sep 2020
o Developed and trained a multi-stage pose network in PyTorch for satellite keypoint detection to obtain relative
6-DOF with an RGB camera. The network was based off an existing SOTA model for human pose estimation.
o Ported the model to run on a Jetson Nano using TensorRT and optimized the performance for real-time operation.

Tested a variety of object detection networks in Tensorflow, and re-architected model to use a shared feature
backbone to reduce inference time.

o Developed a system that allows for secure, highly scalable, real time streaming of Apache Kafka topics to external
web clients. (Docker, Kubernetes, Spring Boot, WebSockets).

PROGRAMMING LANGUAGES

e Languages: Python, C/C++, Kotlin, Java, Matlab, Simulink, IATEX, JavaScript, HTML/CSS
e Technologies: PyTorch, CUDA, ROS, Tensorflow, Docker, Kubernetes, Apache Kafka, gRPC, PromQL, Git

MISCELLANEOUS

e Reviewed for: IROS 2024/2025, ECCV 2024, CVPR 2025, TPAMI (2025), ICML 2026
e Stanford School of Engineering Fellowship (2025 - 2026)
e NSF Graduate Research Fellowship Program Honorable Mention (2025)

PAST AFFILIATIONS

e CMU Paths to AT Research (PAIR) Mentor.
e Member of Eta Kappa Nu, Upsilon Pi Epsilon, and Tau Beta Pi at UCLA. Tutored students in lower division courses.
e Director of Technology and Trip Lead for Peaks & Professor at UCLA.
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